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1 INTRODUCTION

This paper introduces a novel approach to extract internal attributes of a black-box model from a
sequence of queries. Subsequently, discussing the effect of different variables on the meta-model
approach. Finally, the author demonstrates that revealed attributes lead to greater susceptibility of a
black-box model to an adversarial example based attack.

2 META-MODELS

The core idea of this paper is training a classifier of classifiers. To be more specific, the meta-
model submits N order-sensitive queries [x]ni=1to the target model, then takes corresponding model
outputs [f(x)]ni=1 as an input, and returns predicted model attributes as output.

2.1 DATASET COLLECTING

2.1.1 BASE NETWORK SKELETON

To train and evaluate the meta-model, the author initially constructs a model dataset named MNIST-
NETS, which consists of 11,000 MNIST digit classifiers. Each model in MNIST-NETS shares the
same architecture: “N Conv Blocks → M FC Blocks → 1 Linear Classifier”. Each Conv
block has the following structure: “ks × ks Convolution → Optional 2 × 2Max Pooling →
Non linear Activation”, where each FC block has the structure: “Linear Mapping →
Non linear Activation → Optional Dropout.

2.1.2 ATTRIBUTES SELECTION

In order to learn generalisable features, the meta-model needs to be trained over a diverse attribute
set of models. This paper groups attributes into three types: 1) architecture, 2) optimization process
and 3) training data. Table 1 provides the comprehensive list of 12 model attributes selected in
MNIST-NETS. Importantly, the range of predictable attributes are not confined to the list.

2.1.3 SAMPLING AND TRAINING

The total number of all possible combinations in Table 1 is 18,144. The author selects random seeds
from 0 to 999 to initialise model parameters as well, resulting in 18,144,000 distinct models. Due
to the limitation of computing power, they sampled and trained 10,000 models. All of these models
have been trained with learning rate 0.1 and momentum 0.5 for 100 epochs. After the pruning and
augmenting, the procedure results in 11,282 final models.

2.1.4 TRAIN-TEST SPLIT

The random (R) split randomly selects training and test sets, which means the training and test
models come from the same distribution.

The extrapolation (E) split separates a few attributes between the training and test sets. it is de-
signed to simulate a more realistic scenario when the meta-training models are significantly different
from the black box.
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Table 1: MNIST classifier attributes. Italicised attributes are derived from other attributes.

2.2 META-MODELS METHODS

The meta-model is trained over meta-training models f in the training split, and predicts the attribute
of a black-box model g in the test split by submitting N queries and observing the outputs. Here are
three approaches for training the meta-models.

2.2.1 KENNEN-O: REASON OVER OUTPUT

During both training and testing, kennen-o submits a fixed query set [x]ni=1. It learns a classifier Mθ

that takes the order-sensitive concatenation of N queries as the input, and returns the prediction of
12 attributes in the target model at the same time. The Training objective is:

min
θ

E
f∼F

[
12∑
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θ
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)]

Where F is the distribution of meta-training models, ya is the ground truth label of attribute a, and
L is the cross-entropy loss. With the learned parameter θ̃, ma

θ̃

([
g
(
xi
)]n
i=1

)
gives the prediction of

attribute a for the target model g.

2.2.2 KENNEN-I: CRAFT INPUT

Kennen-i crafts a single query x over the meta-training models that is trained to transform a benign
classifier F into a specific attribute classifier. In this way, the learned input is submitted to the target
model, and the attribute is predicted by reading off its digit prediction f (x̃). The training objective
is:

min
x:image

E
f∼F

[L (f(x), ya)]

Where the input x should always stay valid x ∈ [0, 1] and the f(x) is the output of the digit
classifier f . The author initialize x with a random sample from the MNIST validation set, and then
run SGD for 200 epochs. For each iteration x is truncated back to [0, 1] to enforce the constraint.
Unlike kennen-o, kennen-i requires end-to-end differentiability of the training models, although it
still requires only black-box access to test models g.

2.2.3 KENNEN-IO: COMBINATION

The final approach kennen-io combines kennen-i and kennen-o: both input generator and output
interpreters are utilized. The training objective is:

min
[xi]i=1,...,n:image
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Table 2: Comparison of meta-model methods.

Figure 1: Comparison of meta-model methods.

3 REVERSE-ENGINEERING BLACK-BOX MNIST DIGIT CLASSIFIERS

In this section, the paper evaluates the ability of the Kennen family to extract internal information
from black-box MNIST models. Table 2 provides the main result.

3.1 FACTOR ANALYSIS

To examine potential factors that contribute to the successful prediction, Figure 1 indicates the ac-
curacy of meta-models while varying three factors: The number of meta-training models returns
a diminishing result, but the performance has not saturated, which means larger meta-model set can
still improve the performance. The number of queries indicates that the average performance sat-
urates after 500 queries. The quality of query output shows a remarkable rise of accuracy at k = 2,
and subsequent output labels exhibit a diminishing return.

3.2 WHAT IF THE BLACK-BOX IS QUITE DIFFERENT FROM META-TRAINING MODELS

In realistic scenarios, the meta-training model distribution may not be fully covering possible black
box models. The author shows how damaging such a scenario is through Extrapolation (E) split
experiments. For easier comparison, we report the normalised accuracy in Table 3 that shows the
how much percentage of the R-split accuracy is achieved in the E-split setup on the non-splitting
attributes A \ Ã. Specifically:

N.Acc
(
Ã
)
=
E.Acc

(
Ã
)
− Chance

(
Ã
)

R.Acc
(
Ã
)
− Chance

(
Ã
) × 100%

3.3 WHY AND HOW DOES META-MODEL WORK

Meta-model Input: The author uses t-SNE visualisation method to demonstrate that the inputs do
contain discriminative features for model attributes. From these figures, the author observed that
most binary features has clearly clustered. However, other features seems too complicated to be
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Table 3: Normalised accuracies of kennen-o and kennen-io on R and E splits.

represented in a 2-dimensional space. In summary, kennen-io induces query outputs to be better
clustered. The t-SNE clustering figures can be found from the original paper.

Meta-model output: Through the confusion matrices of kennen family, the author found that the
confusion occurs more frequently with similar classes. It indicates that there exists model attributes
information in the model outputs and the information can generalise, as opposed to merely relying
on artifacts.

4 REVERSE-ENGINEERING AND ATTACKING IMAGENET CLASSIFIERS

The author has resorted to 19 PyTorch pretrained ImageNet classifiers, that come from five families:
Squeezenet, VGG, VGG-BatchNorm, ResNet, and DenseNet. They then use kennen-o to predict
the model architecture. Compared to the random chance (20%), kennen-o reaches 90.4% with 100
queries and 94.8% with 1,000 queries.

In the last section, the author demonstrates the meta-model strengthens the transferability based AIP
attack. See table ref for the results, they hypothesize and empirically show that AIPs transfer better
within the architecture family than across.

When the reverse-engineering takes place, and AIPs are generated over the predicted family, attacks
become more effective(85.7%) than the pure black-box attack(82.2%).

5 IMPROVEMENT

5.1 MODEL INVERSION

In this paper, the author has already shown that the internal attributes of the target model can be
extracted by kennen algorithms. What if we recover the entire network by these attributes, and then
fine-tune the model by a loss function between the real output and the mock model’s output?

5.2 TRANSFORM LEARNING

The MNIST-NETS(or other similar datasets) cannot cover all models’ situations in the realistic
environment. Thereforehow to use out-of-domain dataset improving the generalisation of meta-
model will be a future direction.

5.3 NATURAL INPUT ATTACK

Kennen-o/kennen-io reach impressive performance on this information extracting task. However, it
imports unnatural inputs to the model, that might be detected and attaches the attention of models’
manager. Hence, it is necessary to generator natural inputs.
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